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Abstract Standard implicit surface visualization methods rely on

computing the value and gradient of the scalar eld many

Interactive modeling using implicit surfaces requires a imes. In pro ling implicit surface polygonizers, we obser
fast visualization technique. Complex implicit CSG models that over 95% of the computation time is spentin eld value
can be represented hierarchically as a tree of nodes (the evaluations. Potential eld function evaluation time mhet
BlobTree) . However, current methods cannot be used to vi-reduced in order to provide interactive visual feedback tha
sualize changes made to these models at interactive rate$cales to complex models.
due to the large number of potential eld evaluations re-  In this paper we propose a hierarchical spatial caching
quired. We present a heirarchical spatial caching techeiqu technique that can be used to greatly decrease the number
which accelerates evaluations of the potential functidre T~ Of tree nodes traversed when computing a single eld value
method introduces the concept of a caching node insertedor gradient. We implement spatial caches using uniform 3D
into the implicit model tree. Caching nodes store exact po- 9rids, storing eld values at grid vertices. Tri-linear afd
tential eld values at the nodes of a voxel grid and rely on guadratic reconstruction lters are applied to these cdche
tri-linear and tri-quadratic reconstruction lters to loally eld values to locally approximate the potential eld that
approximate the potential eld of a sub-tree. The caching de nes the implicit surface. Using this process the compu-

nodes employ a lazy evaluation scheme to avoid expensivéational complexity of a single eld evaluation for a cached
pre-computation. sub-tree is reduced fro@(n) to O(1), wheren refers to

With spatial caching nodes an order-of-magnitude de- the number of nodes in the subtree. Our results show that

crease in polgyonization time is achieved for complex im- this caching technique is capable of providing an order-of-
plicit models containing thousands of primitives. Intdiae ~ Magnitude decrease in interactive polygonization time for
manipulation of these models is demonstrated in a BlobTreeCOmMplex hierarchical skeletal implicit models.

modeling tool. The remainder of this paper will proceed as follows. In
section 2 we will describe related work. Section 3 describes
the fundamentals of the BlobTree modeling system. Sec-
tion 4 introduces spatial caching nodes to the BlobTree and
addresses the spatial caching process. Section 5 describes
some implementation details regarding memory considera-
tions. Results and future work are covered in sections 6 and
J, respectively.

1. Introduction

Interactive modeling is an iterative, essentially triada
error process. Components of complex models are create
independently and then assembled. A signi cant portion of
the designer's time is spent making small changes to model2. Related Work
parameters and examining the results. To facilitate thid ki
of interaction, interactive visual feedback is necessary. A variety of implicit surface modeling systems have

Implicit surface modeling has been hampered by the been proposed in the last decade. These systems use var-
lack of a fast interactive visualization method. Local-afgl  ious underlying implicit representations. A small sample
methods[9] are effective only when the underlying model includes skeletal elements[19], levels sets[14], con-
tree is simple. Particularly when assembling the compo- volution surfaces[4][11], adaptive distance elds[10]
nents of a complex model, computing a single eld value variational implicit surfaces[16], and functional repeas
for a complex model can require an immense number of tations [15].
leaf-node eld evaluations and composition operations. All of these systems can be used to model com-



plex shapes. Recent interactive sculpting[7][3] and 3. The BlobTree
sketch-based modeling [12][1] systems provide interactiv
visualization rates while updating the implicit model. How
ever, fundamentally these systems construct global models
By this we mean that the nal implicit model is not com-
posed of smaller components that can be individually
manipulated, but rather a single volume. A more gen- S=fp2R%f(p) T=0g
eral implicit modeling system such as the BlobTree[19] is

required to combine these elements into a complex hieraryheref (p) denotes a scalar eld function in space aha
chical model. threshold value. The BlobTree model[19] is characterized
] ) ] o by a hierarchical combination of primitives organized in a
Unfortunately, no scalable interactive visualizatiortteC 106 data-structure (Figure 1). The nodes of the tree irclud

nique for complex BlobTree models exist. The key issue is blending, Boolean and warping nodes, whereas the leaves
that the functionally-de ned implicit surface must be con- 5.a skeletal elements.

verted to a discrete representation, such as a triangle mesh
or point set, to be visualized on commaodity graphics hard-
ware. This surface extraction process is too computation-

An implicit surface is mathematically de ned as the
points in space that satisfy the equation

ally demanding to execute in real time as a designer inter- (f Union
actively modi es a complex implicit model. < , VAR )
/ /

One avenue for reducing surface extraction time is to in- z éE /Ble< (;,/

crementally compute a new surface discretization as local Difference PLS

changes are made by the designer. Some proposed tech- PLN / \

nigues include incremental octree subdivision of space [8] i

adaptive marching triangles approaches[9], and sur- ( ‘} PRI

face constrained particle systems[18]. Interactive perfo W 0

mance has been demonstrated for relatively simple mod-

els. However, incremental update schemes do not scale to

complex hierarchical models because the cost of evaluat- Figure 1. A simplied representation of the tree
ing even the local update region becomes too expensive. Structure of a bottle

In addition, large-scale model changes are not acceler-
ated.

Level-of-detail schemes for implicit surface®| [11] at- Skeletal elements are de ned by a skeleton, a distance
tempt to speed up potential eld queries by dynamically fynction and a potential eld function with a compact sup-
reducing the complexity of the implicit model tree. These port. Therefore, every skeletal primitive has a bounded
techniques reducing interactive visualization times when region of in uence in space. Every node incorporates a
lower levels of detail can be used. Our technique can be Usecbounding box so as to rapidly discard useless eld func-

in conjunction with these methods to reduce polygonization +jon evaluations when queries are performed in empty re-
time at all levels of detail. gions of space.

Our goal is to enable interactive modeling of complex ~ 1h€ computation of the eld functior (p) at a given

implicit surfaces by accelerating potential eld querigge ~ POINt in space is performed by recursively traversing the
use potential eld function approximations similar to [3], BlobTree structure. The skeletal primitives at the leavies o0

where the implicit model was stored as a set of potential the tree return potential eld values, which are combined by

eld value samples in a uniform 3D grid. A smoo@ con- e operators at the nodes of the tree.

tinuous surface was extracted from these samples using re- Field function evaluation is the most computationally de-
construction lters. We adapt this technique to dynamigall manding step in every application. Ray tracing techniques
construct spatial caches in our heirarchical model. We ap-require many eld function evaluations along a ray to iso-
proximate the potential eld function whenever possible, late the roots and converge to the ray-implicit surface in-
avoiding the complex tree traversals required when evalu-tersection. Polygonization techniques also query the Blob
ate a potential eld query. This work is in spirit related to Tree with many potential eld function evaluations. There-
the render cache system[17] that exist for speeding up in-fore, it is crucial to be able to accelerate the computatfon o
teractive ray-racing applications. f (p) for interactive modeling applications.



4. Hierarchical spatial caching is carried out at each cache by clearingadid ag for all
cached values inside the bounding box.

Hierarchical spatial caching is integrated into the Blob-
Tree implicit modeling framework by introducing caching
nodes. A caching nod€ is a unary operator with a sin-
gle subtreel . Each caching node stores a set of exact po-
tential eld values determined by querying it's subtrée
When evaluating the potential eld of at a pointp in-
side the bounding box dfF , an approximatiofic(p) to the
exact potential eld valud 1 (p) is reconstructed from the
cached potential values. The subtfieés not traversed.

In the next sections we will describe in detail our imple-
mentation of caching nodes.

4.1. Data structure 1.

In our system caching nodes are inserted above compo-
sition nodes. We speci cally do not place a caching node

at the root of the tree, as this cache would require continu- 3.

ous updating in an interactive system. Our caching nodes

store the exact potential eld values at the nodes of a 4,4

voxel grid (Figure 2). In the remainder of this sectjop ,
(i:j: k ) 2 [0; n]® will refer to a point in the voxel grid. The
corresponding potential eld value storedmf will be de-
noted as/jx = fr (Pjx )-

4.2. Caching algorithm

Caching nodes are implemented using reconstruction |-
ters R that approximate the eld functiorit (p) using
nearby exact eld value samplépjy ; Vi ) of the subtree
T. Approximating the eld function of the subtrefer (p)
by f c(p) is more ef cient only if the necessary eld value
samplegpyy ;Vik ) have been pre-computed.

The steps taken by a cache node to compg(p) are as
follows:

Transfornp into local cache coordinatg@s

2. If the necessary eld value samplépy ; Vix ) re-

quired to evaluat® (p% are cached, go to step 4

Cache any missing eld value sampl@s ; vik ) by
evaluating the subtree.

Evaluate the reconstruction Ité (p°

4.3. Lazy evaluation

The initial eld values used by spatial cache nodes to cal-
culate interpolated eld values are found by evaluating the
child node's eld value. For complex sub-trees these eval-

Cache uations can be quite expensive. The overhead necessary to
] create and maintain a fully-evaluated uniform grid spatial
Union cache has a signi cant impact on interactivity.
/ \ Surface-following continuation methods[6] gener-
F}E C""‘Che % ally only evaluate eld values at points near the surface.
Blend We exploit this by introducing lazy evaluation into our spa-
- / \ tial cache nodes. Initially the spatial cache data strectur
% _ is empty. When a eld value at some point inside the spa-
y Difference . .
- £ / \ tial cache is requested, the cached values necessary to com-
PLS ) pute the interpolated eld value are evaluated and stored
\7 Sk for future use (Figure 3).
- ,:r', »ﬂf

4.4, Potential eld reconstruction

Figure 2. A bottle model with some cache nodes.
The cache resolution for a subtréeis dependent on
the subtree size

Tri-quadratic reconstruction Iter The tri-quadratic recon-
struction Iter [3] is a separableG? continuous Iter. Eval-
uation of the Iter at a pointp requires 27 neighbouring
samples. The lter is an approximating Iter and hence does

not necessarily pass through the sample points. We will rst
Each caching node has a local reference frame, allowingdescribe the one-dimensional quadratic reconstructien |
the uniform grid to be rotated and translated in line with the ter, as the three-dimensional lter is de ned in terms of 13
orientation of it's subtred . This avoids expensive cache applications of the one-dimensional lter.
recalculation when the entire sub-tree is manipulated. Evaluation of the 1D quadratic B-spline IteRq re-
When some descendent node of a caching node changesgyuires 3 sample points 1, S;, ands;j+; to reconstruct a
the bounding box of the descendent node is used to locallysignal over the intervdl =[i  0:5;i + 0:5]. Ry is a func-
invalidate cached values in all parent caches. Invalidatio tion of one parametdr2 [0; 1] de ned overl .
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Figure 3. Lazy evaluation process for three points. The sub-treetitragersed when evaluating the third point.
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We de ne the 1D quadratic B-spline Iteff 4 as Polygonization using the tri-quadratic Iter took approx-
imately twice as long as with the tri-linear Iter in our eval
uation. However, we found that using tri-linear reconstruc
s t2+(s s )t+ Si 1FSi tion for eld values and tri-quadratic reconstruction faag

2 dients was only 10% more expensive than a pure tri-linear
approach. The resuling mesh is visually much smoother, as
seen in Figure 4.

Rq(Si 1;Si;Si+1;t) =
Si 1t Sj+1
2

We can now de ne the tri-quadratic reconstruction |-
ter R4s. Evaluation of the lter at a 3D sample point re-
quires 27 neighbouring voxels. For a 3D sample ppjnte
nd the nearest voxel;k . The three one-dimensional pa-
rameters;, tj, andty are determinedR s (p) is calculated
by repeated applications &, de ned in the the follow-
ing set of equations.

Rg(p) = Rq(Rj(k  1);Rj(k);Rj(k+1);tk)
Ri()=RqRi( 1 )Ri(; »Ri( +1; ):t))
Ri(; )=Rq Vi 1y Vi ;Visy St

Here and are placeholderf(; ) is an evaluation
of Rq in thei direction, andR; ( ) is an evaluation oR
in thej direction.

Reconstruction lter implementatiofVe reconstruct a Figure 4. Trilinear eld value and trilinear gradient

smooth scalar value eld by applying both reconstruc-  (a) Trilinear eld value and triquadratic gradient (b).

tion lters to the potential eld values stored in the unifar

grid. We have evaluated both tri-linear and tri-quadragic r

construction Iters. Our current system uses tri-lineaein

polation to reconstruct the potential eld and tri-quadrat

approximation to reconstruct the eld gradients. We 4.5. Cache resolution

found this to be the best trade-off between polygoniza-

tion time and appearance of surface smoothness. The accuracy of the potential eld reconstruction is en-
Tri-linear interpolation is very ef cient, requiring onl§ tirely dependent on the uniform grid resolution. In our

grid values. However, as shown in [13] the tri-linear Iteri ~current implementation the resolution of a uniform grid

only C° continuous. This causes signi cant gradient error, €@chinga subtree is dependent on the axis-aligned bound-

shown in Figure 4. ing box of the subtree and a user-de ned grid resolution
The tri-quadratic reconstruction Iter produces a smooth L&ts denote the longest side of the bounding boX offhe

gradient, however it is signi cantly more expensive than Size of each grid cell is then de ned as

the tri-linear Iter and requires more adjacent potentiald

value samples. High-frequency details of the original po-

tential value eld can also be lost due to the approximating  If some descendent of the cache ndtlis modifed, the

property of the lter. bounding box ofT will change. In this case we compute a

c= s=r



new cell size’. If the raioc®=cis greater thal or less than ~ precision oating point, so a 128cache requires 8MB
0:5, we destroy the current cache. During the next frame theof memory. Current hardware limitations prevent stor-
cache will automatically be re-evaluated by the lazy evalu- ing a signi cant number of xed caches at this reso-
ation system. This prevents cache resolution both from get-lution. In addition, the volume that much be cached
ting too low, which would result in a coarse approximation can expand, making a xed grid data structure undesir-
of the surface, as well as from getting too high and wast- able.

ing memory. To reduce memory usage we implement our uniform

The effect of varying the grid resolution parameter  sn griq ysing a blocked memory scheme. We divide the

IS demqnstrated In F_lgure 6. In these images we use - Uniform grid into 8x8x8 blocks of voxels. A uniform grid
guadratic reconstruction for both the value and gradient, a block is allocated only when one of the voxels it contains

it generates smoother surfaces at low cache resolutions. ExiS needed to compute a eld value. The blocks are quickly

amining the left hand component of the model is instruc- ;jani ed using a 30-bit hash, using 10 bits per integer grid

. . . . 3
tive. Even when tr;)el grld”resolu'uon |sdcf>n136h3 the cc_;m-d_ axis coordinate. This limits us to 1024 blocks along each
ponent is reasonably well-represented for this viewing dis g avic and a total grid size of 8098oxels.

tance. However64® is clearly too low a resolution for the ] . o ) o
body components. These images indicate that an automatic Continuation methods for polygonizing an implicit sur-
cache level-of-detail algorithm could reduce both memory face[6] are designed to follow the implicit surface. Most
use and computation time. eld evaluations are near the surface, hence the required
One potential issue with caching nodes is a loss of Sharpvoxels. will also be near the surface. In this case our data
features. The potential value eld around several sharp fea Structure reduces memory use while still permitting efrdie
tures is shown in Figure 5. The image pixels are colored by €valuation of the reconstruction lters.
calculatingsin (11 f (p)) along a plane slice and convert-  Current workstation processors contain several levels of
ing the result to grayscale, with pixels near the iso-value hardware memory cache to reduce memory access latency.
0:5 colored red. At this resolution tri-linear reconstruction The traditional static allocation of a large 3D uniform grid
is capable of properly reconstructing sharp features #yat | causes frequent cache misses, particularly when accessing
on voxel edges. Tri-quadratic reconstruction smooths outadjacent voxels along the z axis. Our blocked allocation
all sharp features. The reconstruction accuracy impraves i scheme potentially increases processor cache coherency,
both cases if cache resolution is increased. however this effect is dif cult to isolate.

Memory requirements can be reduced even further by us-
ing an encoding scheme, at the expense of some reconstruc-
tion accuracy. The range of potential eld values that can
occur in our system is small. Memory usage can be reduced
50to 75 percent by encoding oating point values as one or
two-byte integers. This technique is slightly more computa
tionally expensive and decreases accuracy, so we do not use
it in our evaluation.

6. Results

& A“
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N
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Cache ef ciency is evaluated by comparing polygoniza-
tion times between two versions of the same model, one
with cache nodes and one without. We use an optimized
version of the implicit surface polygonizer described in
[5] with the optional cubical decomposition enabled. When
computing a mesh vertex on a cube edb&bisections are
performed to locate the implicit surface.

Figure 5. Sharp feature reconstruction using $28
cache. Tri-linear reconstruction (a), tri-quadratic re-
construction (b), and non-cached evaluation (c).

5. |mp|ementation details The software is compiled with Microsoft Visual Studio

.NET 2003 in Release mode with default optimization ags.

Uniform 3D grids can require signicant amounts All timings are performed with an Intel 1.6Ghz Mobile Pen-
of memory. We store our cached eld values in single- tium 4 processor with 512MB of RAM.



Figure 6. Varying cache resolution with tri-quadratic value recomstion. There are three cached components in this
model - upper body, lower body, and left hand. Cache reswiftir each component is varied from left to right®16
32%,64%, and 128.

6.1. Medusa model In all cases the cached polygonization contained less than
1% more triangles that the non-cached polygonization.

We have tested the system with a complex hierarchical

Medusa model. The model is composed of 9490 point prim-

itives segmented into 7 major components. The names and Cubes Cache NoCache Ratio
primitive counts are shown in the table below. 33 577 490 a8

Tail | Body | Chest| Left Hand| Neck | Head| Hair 64 1034 1436 14

810| 840 | 40 570 | 20 | 700 | 6510 1288 1740 5197 3

Each major component is modeled as a blend of point 256 2923 19937 65
primitives distributed along a set of splines. All the prmi 512 4983 80966 16
tives along each individual spline are grouped together int
a single optimized blend node to avoid excessive tree tra-
versal.

A caching node with a resolution df28® voxels was
placed above each major component in the model tree.
We approximate potential eld reconstruction accuracy by
comparing reconstructed and exact eld values at triangle
mesh vertices. Using this method, the error for the medusa
model is estimated to be approximat&86 with tri-linear
reconstruction. The error is concentrated in high-fregyen
regions, particularly the head. We have not devised a globa
measure of reconstruction accuracy, however it is suspecte
that the global error will be similar to the near-surface er-
ror because the cache spacing is uniform.

Table 1. Comparison of cached and non-cached
polygonization times (in seconds) for Medusa model
at different polygonization resolutions.

Polygonization time without caching increases by ap-
proximately a factor of 4 when resolution doubles.
Polygonization time with caching is initially slower than
IWithout because we requir@ voxels to compute a sin-
gle tri-linear interpolation. Subsequently, polygoniaat
time reduces as the cache is populated. The ratio be-
tween cached times at consective resolutions decreases
because more cached voxels are re-usecb18 polygo-

6.2. Static polygonization time nizer resolution, approximatel$3% of all cache voxels
have been evaluated.

We compare polygonization times for the Medusa model  We have repeated these tests with a variety of other mod-
with and without caching nodes. All caches are cleared be-els constructed from primitives more complex than points,
fore each polygonization. Our results are shown in Table 1.including those shown in Figure 8. Similar results were ob-



served. time decreases at this point because no non-cached poten-
tial eld evaluations are necessary.

6.3. Interactive polygonization time

We have shown that caching nodes are an effec-
tive means for increasing static polygonization time.
However, the main bene t of caching nodes becomes ap-
parent when interactively manipulationg model compo-
nents. Figure 7 compares several different tests we per-
formed on the Medusa model with and without caching
nodes.

In each test we simulated translation of the Medusa head F'9ure 8. Some models used for evaluating our
component. The head was mov2Bisteps towards the tail, caching system
then25 steps back to the original position. Along this path
the head intersects all other components of the model. An
initial polygonization was computed before running each  Tests were performed with and without the hair compo-
test, hence the cache begins partially evaluated. Polggoni  nent. The rst few frames are computed more quickly with-
resolution was xed a60® cubes, based on the initial model gt the hair component, however the stable polygonization

bounding box. time is essentially identical in both cases. This compariso
) shows that after the caches are populated, polygonization
1 time is insensitive to the underlying model complexity and

W depends primarily on surface complexity.
o T Finally, polygonizer resolution is doubled 1@0° cubes.

The cached polygonization convergesto a stable time of ap-

1 proximately1:25 seconds per frame. Non-cached timings
were overb0seconds per frame.
. Similar results have been observed while repeating these

tests with other model components.

Time in Seconds

6.4. Local update polygonization

A common technique for improving interactive visual-
ization time in implicit modeling systems is to only re-
polygonize the model in areas that have been modi ed.
Several tests with and without caching nodes have been

T N performed to simulate this behavior using our cubical de-
—%— Gashed —&— Gached (No Hr) —=— Cached (2x Resoluion) ——No Cache % No Cache (No Hain composition polygonizer[5]. The update region is reséuict
using the bounding box of model components that have
Figure 7. Comparison of cached and non-cached  Cchanged. Because the cubes used are a subset of those used
polgyonization times recorded while simulating inter-  for full polygonization, the same triangles are generateti a
active translation of Medusa head. we can directly compare times between the two cases.
The interactive assembly task simulated described in
Section 6.3 was performed using local updates. The average
timing improvements are shown in Table 2 Results from an-
Polygonization time is relatively constant for the non- other test are also shown, in which we loaded only the hair
cached cases, which is expected. With caching nodes theomponent and moved a small point primitive through it.
polygonization time rapidly drops over the rst few frames. The point primitive bounding box covers less tha¥b of
Many of the caching node voxels for the head componentthe total hair volume.
are being evaluated over these frames. During the rest of the
downward path small numbers of potential eld values are 7. Conclusion and future work
cached for other components as the head intersects them.
This results in a relatively stable polygonization time. At ~ We have described a new type of BlobTree node, the spa-
step25 the upward path begins. The stable polygonization tial caching node. Our caching node approximates the po-

N




Test Cubes Improvement
Head Translation 60° 7
Head Translation 120° 12
Point / Hair Test  60° 30
Point / Hair Test  120° 47

Table 2. Comparison of cached and non-cached
polygonization times for local-update polygonization
tests.Cubescolumn refers to polygonizer resolution,

Improvementolumn shows number of times speed-

up with caching nodes.

tential eld of a caching node subtree using a set of exact
potential eld value samples. The approximation process
reduces potential eld evaluation complexity for the sub-
tree fromO(n) to O(1), wheren refers to the number of

nodes in the subtree.

We implement caching nodes using uniform grids

of that ef ciency for other parameters, such as increased re
construction accuracy. Alternate spatial data structyn@s
ticularly multi-grid methods, may provide this trade-off.
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Figure 9. Complex hierarchical implicit models created interadtivesing our system.




