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Abstract

Over recent years, computing systems have seen a massive increase in parallelism and in-
terconnectivity. Peer-to-peer systems, ad-hoc networks, sensor networks, or the “cloud” are
based on highly connected and volatile networks. Individual nodes such as cell phones, desktop
computers or high performance computing systems rely on parallel processing power achieved
through multiple processing units. To exploit the power of massive networks or multiple proces-
sors, algorithms must cope with the scale and asynchrony of these systems, and their inherent
instability, e.g., due to node, link, or processor failures. In this research project we explore
randomized algorithms for large-scale networks of distributed systems, and for shared memory
multi-processor systems.

For large-scale networks, decentralized gossip protocols have emerged as a standard approach
to achieving fault-tolerant communication between nodes with simple and scalable algorithms.
We will devise new gossip protocols for various complex distributed tasks, and we will explore
the power and limits of gossip protocols in various settings.

For shared memory systems, randomized algorithms have proved extremely useful to deal
with asynchrony and failures. Sometimes probabilistic algorithms provide the only solution to
a problem; sometimes they are more efficient; sometimes they are simply easier to implement.
We will devise efficient algorithms for some of the fundamental problems of shared memory
computing, such as mutual exclusion, renaming, and consensus.
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1 Partnership

1.1 Detailed list of participants

Participants from the ASAP project team:

• Dr. George Giakkoupis, CR2 Researcher
http://www.irisa.fr/asap/ggiakkou

Dr. Giakkoupis is interested in the design and analysis of algorithms, with emphasis on
distributed algorithms and randomization. He has worked on epidemic algorithms, search in
social networks, peer-to-peer networks, and shared memory distributed computing.

• Anne-Marie Kermarrec, DR1 Researcher and Project Team Leader
http://www.irisa.fr/asap/akermarr

Dr. Kermarrec is an expert on the design and implementation of large-scale distributed
systems, including peer-to-peer systems and overlay networks, social networks, and epidemic
algorithms.

• Davide Frey, CR1 Researcher
http://www.irisa.fr/asap/dfrey

Dr. Frey’s interests lie in the design and implementation of protocols for large-scale dis-
tributed systems. He has worked on gossip protocols, protocols for social and peer-to-peer
networks, and mobile networks.

• Arnaud Jegou, PhD Student of Anne-Marie Kermarrec and Davide Frey since Oct. 2010

• Antoine Rault, PhD Student of Anne-Marie Kermarrec and Davide Frey since Oct. 2012

Participants from University of Calgary, Department of Computer:

• Philipp Woelfel, Associate Professor and Canada Research Chair in Randomized and Dis-
tributed Algorithms.
http://www.cpsc.ucalgary.ca/~woelfel/

Prof. Woelfel is an expert on randomized and distributed algorithms. He has analyzed the
complexity of fundamental problems in sequential and concurrent computing, and devised
efficient algorithms for such problems. He has also worked on network routing problems and
gossip protocols.

• Lisa Higham, Professor
http://www.cpsc.ucalgary.ca/~higham/

Prof. Higham is an expert on distributed computing, with emphasis on shared memory
algorithms, memory consistency, self-stabilization and parallel algorithms.

• Maryam Helmi, PhD Student of Philipp Woelfel and Lisa Higham since Jan. 2012

• Zahra Aghazadeh, PhD Student of Philipp Woelfel since Dec. 2011

1.2 Nature and history of the collaboration

George Giakkoupis and Philipp Woelfel share an interest in randomized algorithms and the theory
of distributed computing. Dr. Giakkoupis’ expertise lies mainly in probabilistic techniques, and he
has extended experience in network algorithms, and in particular in gossip protocols. Dr. Woelfel is
one of the leading experts in randomized shared memory algorithms, and he has a broad experience
in the area of randomized algorithms. Anne-Marie Kermarrec is an expert on practical issues of
distributed systems and gossip algorithms, and she is an invaluable source of interesting theoretical
problems inspired from practice.
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Dr. Giakkoupis and Dr. Woelfel have had fruitful collaborations in the last years. They were
brought together by their common interest on randomized network algorithms, and in particular, by
their works on search in small-world social networks [26, 31, 32, 34]. During a visit of Dr. Giakkoupis
at the University of Calgary in May 2010, he studied together with Dr. Woelfel the randomness
requirements of rumor spreading algorithms, which are a special type of gossip protocols. The joint
work resulted in a publication [2] at SODA 2011, the top international conference on algorithms.

Subsequently, Dr. Giakkoupis had a one-year postdoctoral fellowship in Calgary, from Apr. 2011
to Feb. 2012. During that time, Dr. Woelfel and Dr. Giakkoupis co-authored three papers, two
of them on shared memory computing and one on rumor spreading. The first one solved a long-
standing open problem by establishing a lower-bound on randomized mutual-exclusion. The paper
was published at the top international conference on theoretical computer science, STOC 2012 [4].
Dr. Woelfel and Dr. Giakkoupis also devised several new algorithms for leader election, a funda-
mental problem in concurrent computing. The paper received the best paper award at the top
international conference on distributed computing, PODC 2012 [3]. In a follow-up work of [2],
Dr. Woelfel and Dr. Giakkoupis (together with two other co-authors) applied techniques from
hashing (another area of expertise of Dr. Woelfel) to devise more efficient gossip protocols [1].
Since Dr. Giakkoupis joined ASAP, in March 2012, he has been actively collaborating with Dr.
Kermarrec and Dr. Woelfel on various theoretical gossip-related problems that stem from practical
considerations in large-scale distributed systems. In particular, the three of them have already
produced some joint results on gossip protocols for distributed renaming and sorting [33], inspired
by a previous work of Dr. Kermarrec [36]. They have also started to work on another gossip-based
problem, that is, an analysis of a model for BitTorrent. Dr. Frey from ASAP is also participating
in this work.

2 Scientific program

2.1 Context

Over recent years, computing systems have seen a massive increase in parallelism and intercon-
nectivity. Peer-to-peer systems, ad-hoc networks, sensor networks, or the “cloud” are based on
highly connected and volatile networks. Individual nodes such as cell phones, desktop computers
or high performance computing systems rely on parallel processing power achieved through multi-
ple processing units. To exploit the power of massive networks or multiple processors, algorithms
must cope with the scale and asynchrony of these systems, and their inherent instability, e.g., due
to node, link, or processor failures. In this research project we explore randomized algorithms for
large-scale networks of distributed systems, and for shared memory multi-processor systems.

For large-scale networks, decentralized gossip protocols have emerged as a standard approach
to achieve fault-tolerant communication between nodes with simple and scalable algorithms. The
common principle underlying these protocols is that nodes repeatedly contact random neighbors
to exchange information with. Gossip protocols have been studied extensively, especially over the
past decade [30, 37, 38, 39, 28, 8, 27, 21]. We plan to investigate several directions in this area,
such as gossip protocols for various complex tasks, or the impact of network topology and network
changes.

For shared memory systems, randomized algorithms have proved extremely useful to deal with
asynchrony and failures. Sometimes probabilistic algorithms provide the only solution to a problem;
sometimes they are more efficient; sometimes they are simply easier to implement. We will try
to devise efficient algorithms for some of the fundamental problems of shared memory computing,
such as mutual exclusion, renaming, and consensus.

2.2 Objectives (for the three years)

Gossip algorithms for networks. Previous work on gossip algorithms focused on rumor
spreading (i.e., disseminating a piece of information) or computing aggregates (e.g., sums and
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averages). We are currently working on gossip protocols for more complex tasks, such as renaming
and sorting. We will also try to characterize classes of global tasks that can be solved efficiently
via gossip. Another direction we will pursue is to better understand the impact of the network
topology on gossip protocols, building upon recent work of Dr. Giakkoupis on rumor spreading and
network expansion properties [8, 9]. Further we will try to devise more efficient rumor spreading
algorithms, along the lines of recently proposed algorithms that disseminate information in time
close to the network diameter [21, 35]. Very little is currently known on how gossip protocols per-
form in dynamically changing networks. Hence, we intend to study how results for static graphs
(see for example [8]), can be extended to dynamic graph models (e.g. [40]). We also plan to analyze
a family of natural processes that model competing rumors, inspired by similar processes in other
contexts, namely the voter model [42, 24], and the spread of mutations [41, 25].

The tools we need to tackle these problems are mainly tools for the analysis of random process.
For some problems we will complement the analysis with experimental results and simulations.

Randomized shared memory algorithms. We plan to design new efficient concurrent ran-
domized algorithms for fundamental shared memory problems. Standard distributed computing
problems, such as mutual exclusion, renaming, timestamping and consensus are of fundamental
importance, because solutions for those are included in many applications. We intend to use
randomized techniques in order to find new and more efficient solutions for such problems. The
solutions will yield a tool-kit of techniques and building blocks for concurrent systems. We will
complement our algorithms with the proofs of lower bounds. Such lower bounds on the randomized
complexity of fundamental problems can lead to fruitful insights into computation models and the
limits of probabilistic techniques. They can also help identify the right directions to take in order
to tackle real-world problems.

2.3 Work-program for 2013

Rumor spreading and network topology. A classic gossip protocol for rumor spreading is
the one where in every step, each node contacts a uniformly random neighbor, and if any of the two
nodes know the rumor it sends it to the other. A recent line of work bounds the running time of the
above protocol in terms of standard expansion parameters of the network graph [23, 22, 8, 45, 9].
Despite these efforts, (asymptotically) tight bounds relating the rumor spreading time to the vertex
expansion of a graph (which is one of the most important measures of graph expansion) are not
known. We have concrete ideas how to prove such tight bounds and plan to explore these ideas
in the first year of the project. Existing bounds that relate the rumor spreading time to graph
properties such as expansion only hold for static graphs. We will explore the possibility to extend
such results to dynamic graphs, where connections between nodes may change over time. In
particular, we believe that existing bounds [8] stated in terms of the conductance of a static graph
can be extended to a notion of “average” conductance of a dynamically changing graph.
Participants: G. Giakkoupis, A-M. Keremarrec, D. Frey, A. Jegou, P. Woelfel

Gossip protocols for complex tasks. So far, gossip protocols have been used mainly for rumor
spreading, and for computing network statistics, or more generally, aggregate functions of input
values of nodes [38, 18, 43]. We are devising gossip protocols for various network tasks that cannot
be expressed as aggregate functions, such as the assignment of unique IDs from a small range to all
nodes (known also as renaming), or computing the rank of the input value of each node. We expect
that gossip protocols yield efficient and more robust solutions to these problems than conventional
algorithms.
Participants: G. Giakkoupis, A-M. Keremarrec, D. Frey, A. Jegou, P. Woelfel.

Mutual exclusion. One of the simplest ways for algorithms to cope with asynchrony is to
serialize access to shared resources. This is achieved with mutual exclusion algorithms. The running
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time of a mutual exclusion algorithm is dominated by the number of Remote Memory Accesses
(e.g., cache misses), abbreviated RMRs. Deterministic mutual exclusion algorithms have been
studied extensively, but only recently was the exact RMR complexity determined [10, 46]. Work by
Hendler and Woelfel [14] as well as Giakkoupis and Woelfel [4] shows that under pessimistic system
assumptions, randomized mutual exclusion algorithms can only have a slightly better expected
RMR efficiency than deterministic ones. Just this year, Bender and Gilbert [17] developed a
randomized mutual exclusion algorithm that achieves a much better (almost constant) expected
RMR efficiency, but only under constrained system assumptions. In particular, in their algorithm it
is possible that processes deadlock. Our goal is to find randomized algorithms that have constant
or almost constant RMR complexity and work well in realistic systems, without suffering from
problems such as deadlocks.
Participants: G. Giakkoupis, P. Woelfel, L. Higham, Z. Aghazadeh

Renaming. A (long-lived) renaming algorithm allows processors to repeatedly allocate and re-
lease unique identifiers, called names, from a small namespace. Such algorithms have many appli-
cations, e.g., in the repeated acquisition and release of a limited number of resources by proces-
sors [20], or to improve the adaptivity of algorithms by reducing their time or space complexity
when only few processors participate [16]. Deterministic renaming algorithms have been studied
extensively (see [19] for a literature overview). No (wait-free) deterministic algorithm can achieve
name-space optimality, meaning that the size of the name space is no larger than the number of pro-
cessors that have acquired names. However, this can be achieved with randomized algorithms [29].
Unfortunately, for all known randomized algorithms (e.g., [44, 29]), the time to acquire a name is at
least linear in the contention k (i.e., the number of processes accessing the algorithm concurrently).
This is not the case for a restricted one-shot version of that problem, where a processor can only
acquire a name once and not release it: Alistarh et al. [15] presented a randomized algorithm
for one-shot renaming with an optimal expected step complexity of O(log k). In the first year of
the research project, we will try to devise randomized long-lived renaming algorithms that have
sub-linear (in the contention, k) expected step complexity.
Participants: G. Giakkoupis, P. Woelfel, L. Higham, M. Helmi

3 Budget for 2013

Visits from ASAP to University of Calgary:

• George Giakkoupis (CR2):
- 3 weeks in May/June 2013, e 3500
- 3 weeks in Fall 2013, e 3500

• Anne-Marie Kermarrec (DR1):
- 1 week in 2013, e 2500

• Davide Frey (CR1):
- 1-2 weeks in 2013, e 2500

• Arnaud Jegou (PhD Student):
- 3 weeks in 2013, e 3500

Visits from University of Calgary to ASAP:

• Philipp Woelfel (Professor):
- 1 week in 2013, e 2500

• Maryam Helmi (PhD Student):
- 1 month in Summer 2013, e 3500
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• Zahra Aghazadeh (PhD Student):
- 1-2 weeks in 2013, e 2500

Global cost of the collaborative project: e 24,000
Funding from the Associate Team program: e 20,000
Funding from external resources: e 4,000

Additional travel support of up to e 4,000 will be made available by Philipp Woelfel from other
sources of funding, such as his NSERC Discovery grant or his Canada Research Chair funds.

4 Added value

The Associate Team project will allow Dr. Giakkoupis and Dr. Woelfel to continue and to intensify
their successful research collaboration, to expand their research efforts, and to involve a larger
group of senior and junior researchers. The partners share common interests but have different
sets of expertise and skills which complement each other. The expertise on concurrent algorithms
of Dr. Woelfel and Dr. Higham is essential for the success of the project, and is complemented by
Dr. Giakkoupis’ experience with the design and analysis of randomized algorithms. The team mem-
bers from ASAP are experts in network and gossip algorithms and will benefit from Dr. Woelfel’s
experience with distributed algorithms, probabilistic analysis, and lower bound proofs.

The combination of team members cover a broad range of experience from practical to theoret-
ical research, and will yield synergy effects. In particular, the ASAP team members Dr. Kermarrec
and Dr. Frey have experience with practical systems, which will help the partners to validate their
theoretical models and to determine new theoretical research directions.

Regular visits between team members will give them unique opportunities to focus on their
research projects, to combine their skill sets to produce cutting-edge research results, and to provide
new networking opportunities with other members of the participating institutions and the scientific
community. The participating institutions will benefit from those visits as they yield interactions
between department members with world renowned researchers. The Associate Team project will
provide unique opportunities to the involved graduate students to learn and generate new ideas
by discussing their research with senior researchers from the partner institutions, to present their
own work to new audiences, to establish new research connections, and to learn about different
research cultures.

5 Other remarks

None.
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