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An experiment was run in which listeners heard pairs of nonsense words exhibiting the 
same segmental structure, but differing in the form of pitch variation imposed. In each pair, 
the first word bore a pitch rise over 100 ms superimposed upon a generally declining pitch 
frequency, while the second word carried a similar variation, but with the rise occurring 
later. Listeners made a forced choice response of “SAME” or “DIFFERENT”. The null 
hypothesis, that listeners’ ability to discriminate pairs as different would be independent 
of the mean position of the pitch rises, was rejected with great confidence and, subject to 
several caveats, the conclusion was drawn that position of pitch rise, under the conditions 
of the experiment, was perceived categorically, one category being early in the syllable and 
the other late. There was some evidence for the existence of two further categories. The 
generalization and extension of the work will provide a continuing challenge.

Introduction
The origins of the work reported in this paper, which forms part of a project concerned 
with automatic speech recognition and synthesis, are explored in an earlier paper by one 
of the authors (Hill, 1975). Attempts to program good rules for rhythm and intonation, for 
computer speech output, revealed the inadequacy and lack of specific detailed knowledge 
in even the best of current theories of speech rhythm and intonation. Consequently part 
of the project effort has now been directed at selected basic research topics in this area, 
the present work being a start on the problem of determining the form of intonational 
structure in spoken English.

In spoken English, sounds may be voiced or voiceless, depending on whether or not the 
vocal folds vibrate for an appropriate interval during the complex of cues forming each 
sound. The (quasi-periodic) repetition rate of vocal fold vibrations is termed, commonly 
but somewhat confusedly, the “pitch” of the voice. In general, the pitch frequency varies 
on a number of timescales, each appropriate to a different level of the speech cue hierarchy. 
Thus, on a time-scale related to the individual speech sound segments, there is so-called 
“micro-intonation” variation of pitch that reflects the short-term effect of the changing 
speech postures and associated varying airfiows. Changes that produce patterns significant 
over many segments, usually considered grouped according to the grammatical structure 
of the utterance, are termed the “intonation contour” of the utterance. Utterances may 
change their meaning merely by changing the intonation contour, and it seems highly 
probable that intonation contour has several functions, cueing the syntactic structure as 
well as conveying both semantic and pragmatic information.
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Intonation is but one of a number of aspects of speech important to naturalness, 
intelligibility and correct meaning that are collectively termed “suprasegmentals” (for 
example, by Lehiste, 1970). It is but one of many problems in this area that the parameters 
of the various suprasegmental aspects of speech are not distinct or independent. Thus a 
variation in pitch frequency may form part of an intonation contour and, at the same 
time, lend prominence to some group of sounds, thereby affecting the stress pattern, or 
rhythm. Furthermore, though we have excellent reasons for claiming that variation in 
pitch frequency is the primary parameter of intonation contour, we do not know just 
what kinds of variation are significant at this level of the perceptual hierarchy, nor how 
the various suprasegmental aspects that can be manipulated interact when combined to 
form what might be termed the “pattern” of an utterance. Many basic questions require 
empirical answers. Is it the frequency-changing portion of a contour that is important or 
the juxtaposition of segments at differing frequency levels? Is pitch-frequency perception 
continuous or categorical? Are all changes (step or ramp) equally important, or are only 
some categories of change important, and, in any case, what functional role do such 
changes fulfill? What is the relationship of pitch change to the segmental structure and 
syntactic structure of an utterance? These, and a great many other questions are so far 
lacking definitive answers.

One notable piece of experimental work in the area, recently carried out at the IPO, 
Eindhoven (‘t Hart & Cohen, 1973), attacked a subset of these questions head on, with a 
device based on a channel vocoder and function generator that allowed natural utterances to 
be resynthesized with varying intonation contours. From listening trials with semantically 
complete utterances, they concluded that Dutch intonation could be modelled, to a first 
approximation, as a general tendency for the pitch frequency to fall during an utterance, 
with fairly sharp rises and falls in pitch frequency superimposed. Some of these pitch 
frequency shifts, they found, were perceptually significant to listeners, and some were 
not, but, taken together, different types could be compounded, using fairly simple rules, 
to account for the commoner intonation patterns of spoken Dutch. One particular finding 
of interest was that a rise in pitch frequency of 4 semitones over 100 ms lent prominence 
to a syllable if it occurred “early” in the syllable, but did not do so if it occurred “late”, 
though the definition of these terms was left somewhat open in the paper concerned.

Examination of English utterances, spoken by professional speakers, including those 
specifically concerned to teach English intonation, shows very much greater shifts in 
pitch frequency as part of the intonation-contour/stress-pattern complex than those 
used in the IPO study. However, it was decided to investigate simple contours having 
parameter values comparable to the Eindhoven studies as most suitable for a preliminary 
study of pitch shift perception for native speakers of English, because they represented 
pitch shifts which were detectable in terms of the “pattern” of the utterance, at least to 
Dutch listeners, and were nevertheless fairly minimal. There was the added attraction of 
reasonable comparability of our results with theirs.

Objective
The objective of the work reported in this paper was to test the hypothesis that perception 
of difference between utterances having pitch frequency rises differing slightly in time 
of occurrence, but being otherwise identical, is not affected by the mean overall position 
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within the utterance of the differing pitch rise times. Clearly, if such a hypothesis were 
rejected, it would imply that ability to discriminate utterances, in which pitch rises occur 
at slightly different times, was greater for rises occurring in some time positions than for 
rises at other times, which would not only suggest the possibility of categorical perception 
of pitch rise times as a feature of speech perception, but might throw some light on the 
boundaries of such categories.

Method
A parametric resonance analog speech synthesizer (PAT Mk Ill) was used to create 
synthetic nonsense words in which the form of pitch frequency variation was systematically 
changed. In this way, 148 pairs of three syllable words were created. In each word, the 
three syllables were /mamama/. The word was chosen as being fairly easy to synthesize 
convincingly, while exhibiting no discontinuities in presence of voicing. Each word 
carried pitch frequency variation generally declining at 1 semitone each 100 ms,

FIG. 1. Outline of the structure of a synthetic nonsense word. T, transition; Q, quasi-steadystate.

but with a superimposed rise in pitch of 4 semitones over 100 ms occurring somewhere in 
the neighbourhood of the medial syllable. Fig. 1 illustrates the time structure of a typical 
word. In each pair of words, the pitch rise in the second of the pair occurred 0, 10, 30, 
50 or 70 ms later in the word than the pitch rise in the first word of the pair. Two pairs of 
identical words, and two of very obviously different pitch-rise character, were recorded 
at the beginning of the tape for demonstration purposes, followed immediately (prior 
to the experimental stimuli) by 10 practice pairs of words that were different to any in 
the experimental set. This constituted the tape used in the experiment. The times of the 
starts of pitch rises in the first words for the experimental stimuli form one dimension of  
Table 1.

An instruction sheet was prepared that queried subjects concerning possible hearing 
defects, explained the experiment together with the subject’s part in it, gave a commentary 
on the demonstration pairs and introduced the practice session. The instruction sheet 
appears as Appendix 1.

Subjects, 10 male and 10 female, were seated comfortably, one at a time, in a quiet 
office, wearing Koss PRO/4AA earphones (which included excellent noise exclusion 
cups). Those subjects having long hair or glasses were asked to remove their glasses and 
to keep their hair from under the noise exclusion cups as much as possible. The tapes 
were played using a UHER 4000 Report-L tape-recorder, which was manipulated by the 
experimenter, who also recorded subjects’ responses.
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TABLE 1
Number of “DIFFERENT” judgements for each condition

Note: entries marked "—" represent non-existent conditions. Entries marked with a letter are outside the 95% 
confidence limits of varitation. See text and Table 2.



341PERCEPTION OF INTONATIONAL FEATURES

At appropriate times, whilst subjects read the instruction sheet, the demonstration 
and practice words were played. Subjects learned to pay attention to pitch cues, and to 
respond only “SAME” or “DIFFERENT” in response to word pairs of the type used in 
the experiment.

Following instruction, subjects heard and responded to the experimental stimuli, a short 
rest being given after the first 60 stimulus pairs. Each subject heard each stimulus pair 
once so that, for each condition of start position for the rise in the first word and delay 
associated with the start position in the second word, there were 20 judgements.

TABLE 2

Statistics of results. Each observation is the count of “DIFFERENT” judgements for a 
condition. Each condition was judged 20 times

Results
Table 1 summarizes the results of the experiment. There are four columns, one for each 
possible pitch rise position difference (hereafter called “gap”). There are forty rows, one 
for each of the sample points in the first word at which the pitch rise could start. Fig. 1 
relates the utterance structure to sample points.

Analysis
The hypothesis to be tested is that mean position of slightly differing pitch rise times 
in otherwise identical spoken nonsense words does not affect the ability of subjects to 
discriminate two words in a pair as being different. Since we have recorded “DIFFERENT” 
judgements for various gap sizes throughout the utterance, we expect that, according to 
this hypothesis, and depending on gap size (which may affect subjects’ ability to detect a 
difference at all), there will be some mean number of “DIFFERENT” judgements for any 
conditions involving the same gap, with normally distributed variation about this mean. 
Table 2 sets out the statistical data derived from Table 1, for each of the four gap sizes.

Comparison of the entries in Table 1 with the confidence intervals associated with each 
gap, size, on a two-sided test, shows that of the 148 observations, the 8 marked values fall 
outside the range within which we expect 95% of the observations to fall. Nevertheless 
this proportion is entirely in keeping with the logic of the 95% limit. However, whilst 
it is rather curious that 7 of the 8 are on the high side, it is even more curious that they
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form a consistent pattern amongst themselves that is also consistent with the structure of the 
data. First, the high values form 3 parallel series (allowing for quantization), as suggested 
by the added lines, with the low value fitting in between two of the series. Secondly, 
these parallel series have a slope that exactly represents the progressive displacement of 
the row labelling with gap size that would be needed to make rows correspond to mean 
gap position (MGP), rather than position of rise in first word (PRFW), since, if PRSW is 
position of rise in second word:

PRFW±PRSW                   gap size
 2 2

Given that one significant value occupies a particular point in a column, the chance that 
a single significant point in another column will fit this particular relationship is clearly 
3/N, where there are N observations in the second column. The chance that both of two 
significant points in another column will fit into the pattern is 6/N x 3/(N - l), and so on. 
Thus we estimate the probability of obtaining a consistent pattern of the general type 
observed as follows (assuming that P(˙) is the probability of particular marked readings 
falling into the kind of pattern (observed):

P(E,F and H) = 9/38 >< 6/34 (taking F as the given) ............... 1 
P(D and G) = 3/33 (taking D as the given)  .............. 2
P(A and C) = 3/40 (since we take C as the given).... 3
P(B) = 1/39 (given 1 and 2)  .......................... 4

so that the overall probability of observing the kind of pattern we have, consistent with 
the structure of the data, is:

P(pattern types observed) = joint probability of the parts
 = (541(38 x 34)) x (3/33) x (3/40) x (1/39)
 = 7.3 x 10-6,

an unlikely chance. It may safely be assumed, therefore, that the patterning of peaks and 
troughs did not arise by chance, and we may reject the null hypothesis with considerable 
confidence. Further inspection of the data shows that other peak values, not previously 
marked, fit into the same general pattern, and it is with some confidence that we combine 
the data from all gap sizes, correcting for mean gap position, and plot the number judged 
different against mean gap position, as shown in Fig. 2(a). The peaks around MGP 43, 
51 and 53 show up clearly, with a trough around MGP 52. Fig. 2(b) shows the same data 
plotted with an unweighted smoothing window of width 2 samples, suitable corrections 
for mean gap position again being applied.

Discussion
There are a number of assumptions and constraints that are implicit in the setting-up, 
running and analysis of this experiment. One significant assumption is implicit in the 
structure superimposed upon the sample points of the parameters that drive the speech 
synthesizer. It has been assumed that a speech sound results from a speech posture and 
that a speech posture begins at a release point when the parameters start to move more 
or less rapidly to the new state representing a new posture, and ends at the release to the 
following posture. This is consistent with other work in the field including Allen’s work

MGP = = PRFW+
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on tapping points (1972). In terms of syllable structure, Allen has shown that the tapping 
point, or beat, of a stressed syllable seems to precede the release of the nuclear vowel by 
an amount that is positively correlated with the length of the syllable-initial consonant 
cluster, amounting often to several tens of milliseconds. The nature of the syllable is well 
expounded by Daniel Jones (1960, pp. 53ff), but it is still not certain that boundaries 
can be ascribed to syllables—indeed, it seems more likely that they cannot, even though 
syllable structure is of primary importance in speech synthesis by rule, which must 
presume such boundaries. However, this context to interpretation of our results must be 
borne in mind. Another assumption is that results with synthetic speech are valid for real 
speech. Criticism of this assumption is hard to answer, but undoubtedly great value has 
been obtained from work on segmental cues carried out by many workers, especially at 
the Haskins Laboratories, using synthetic speech.

Relevant portion of word structure

FIG. 2. Plot of % judged different versus MOP for all conditions; (a) no smoothing window; (b) smoothing 
window width 2.

One noticeable feature of the data, clearly visible in the plots of Fig. 2, relates to the 
difficulties associated with the use of synthetic speech. The discriminability peaks have 
a noticeable tendency to centre on what may be termed “quasi-acoustic-boundaries” in 
the utterance structure—i.e. times where parameter transitions begin or end, especially 
the former. These boundaries are characteristic of the simple synthesis-by-rule 
algorithm used to generate the stimuli. Further experiments are planned, to investigate 
this phenomenon, both by using parameter tracks (other than pitch) copied from real 
utterances, and by using a new synthesis-by-rule algorithm that produces a parameter 
formalization much closer to what is observed in natural speech—in particular, it 
abandons the requirement for steady state values of parameters, as well as the requirement 
for synchronized parameter transitions. Nevertheless, it is not expected that further 
experiment will show the present results to be entirely artifactual on this score. Not all 
quasi-acoustic-boundaries coincide with peaks in the discriminability plot, and not all 
significant peaks in the discriminability plot fall on such boundaries. More importantly, 
perhaps, it should be pointed out that if the presence of quasi-acoustic-boundaries is
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significant in aiding discrimination between different pitch rise start times, this in itself 
is interesting and may lead to a deeper understanding of the phenomena involved in 
perceptual discrimination of speech stimuli. Specifically, it might be conjectured on the 
basis of the present results that, apart from the implications of categorical perception, 
there is evidence that the time of start of pitch rise in before/after relationship to the start 
of other parameter changes is highly discriminable. This line will also be pursued.

A hidden constraint lies in the scientific method itself, which has to presume certain 
structures and form-constraining hypotheses, in order to get started at all. If the guesswork 
that leads to presumption and hypothesis formation is not well informed, the questions 
answered may not be relevant to the real problems. We are particularly lacking in 
knowledge of the kinds of questions we should ask, and the kinds of structure we should 
presume, in the field of speech rhythm and intonation, despite the sizeable literature on 
the subject.

There are also hidden pitfalls in the interpretation of our results due to other factors. 
For example, with a gap size too small, listeners’ responses will be largely random, since 
the difference between words will be almost imperceptible. Yet, as the gap size grows 
larger, we are in increasing danger of confounding gap size across more than one position 
category, assuming such categories exist, since gap size will eventually equal or exceed 
category sizes, and lead to uninterpretable results. Table 2 includes figures for percentage 
judged different, averaged by gap size over start position conditions (line 4 of the table). In 
terms of classical definitions of thresholds of discrimination, it will be seen that we are still 
below the threshold of discrimination, overall, though none of the gap series fails to reach 
50 % discrimination at some mean gap position. Another important factor is that any pitch 
rise occupies 10 sample points (100 ms), but we have arbitrarily taken mean gap position 
to be based upon the start of the pitch rises. In reading the graphs, the reader should be 
aware that the pitch rise takes place over a time comparable to the duration of the speech 
postures comprising the utterance. It is very likely difficulties of interpretation, arising 
from causes such as these, that have inhibited work in this fruitful and important field, 
quite apart from the problems associated with running large-data-volume experiments.

Conclusions
Bearing these cautionary remarks in mind, and especially taking account of the last 
mentioned factor concerning the time-extent of the pitch rises, our interpretation of 
the results obtained is as follows. The null hypothesis having been rejected with great 
confidence, there is strong presumption that the pattern of peaks and troughs in the plot of 
discriminability of word pairs, against mean position of pitch rises being discriminated, 
represents genuine and significant differences in discriminability. Furthermore, there 
is a presumption that the peaks represent boundaries between categories, as with other 
discriminability plots for psycho-physical dimensions. If these presumptions are correct, 
the major conclusion is that, under the conditions of the experiment, the medial syllable 
shows two distinct categories for the perceived position of pitch rise. For one of these, 
the pitch rise is early in the syllable, beginning during the quasi-steady-state portion of 
the releasing consonant, and extending across the release of the nuclear vowel to the 
quasi-steady-state portion of that sound. The second category is similarly placed with 
respect to the nuclear vowel, and the initial consonant of the following syllable, being,
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therefore, comparatively late in the syllable. There is evidence for other categories lying 
either side of the “late” category, especially for one timed to start immediately prior to 
the start of the final syllable (“very late”) and essentially causing the pitch rise to coincide 
with the initial consonant of that syllable.

It should be emphasized that these conclusions are tentative and subject to modification 
following further experiment. For example, it could be postulated, in the absence of data 
for earlier or later mean gap positions, that the character and significance of the boundary 
at the initial medial syllable boundary is sufficiently different to the equivalent highly 
significant boundary between the medial and final syllables, that it represents only a sub-
category, and that what we have called the “early” category for the medial syllable may 
actually extend back into the initial syllable. Also, we have not assigned function to our 
tentative categories.

The generalization of these results to other kinds and positions of syllables, the extension 
to cover pitch variations comparable to those found in English, and the unravelling of 
their function and pattern in language, will be a continuing challenge for some time.

The authors would like to thank the National Research Council of Canada for supporting this work 
under grant A5261. They would also like to note that this work is part of a coordinated project carried 
out in co-operation with colleagues at the Department of Electrical Engineering Science, University of 
Essex, in the U.K.
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Appendix 1
INSTRUCTIONS GIVEN TO SUBJECTS IN WRITTEN FORM

AN EXPERIMENT ON TONE OF VOICE
Thank you for agreeing to help us with our experiment.

Because this experiment involves your listening to speech sounds, we should like to 
know if you have any hearing abnormality. Please tell the experimenter either that your 
hearing is normal, or specify your hearing abnormality at this time.

In this experiment you will hear computer-generated speech. Only one word is used, 
a word that means nothing, or what we call a “nonsense” word. The word has three 
syllables, all the same.

Each elementary unit in the experiment is a pair of words that differ in the way each 
is spoken, rather than the word used. The word used throughout the experiment is the 
same. The difference is in the way the pitch of the voice varies as it speaks the word. We
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are very interested to find out how slight a difference in the pitch pattern with which a 
word is spoken may be detected by ordinary people.

To make sure that you know what we should like you to do, and to make sure that you 
know what kind of difference we should like you to listen for, we have arranged a short 
demonstration, and some practice for you before the experiment proper starts.

Demonstration pairs
First, we have four pairs of the word for you to listen to as a demonstration of the kind
of difference we want you to listen for. We have made the differences quite noticeable 

on the second and fourth pairs, whilst the first and third pairs are identical. Please ask the 
experimenter to play the demonstration pairs to you, one pair at a time, whilst you read 
the following list:

Pair 1: SAME
Pair 2: DIFFERENT
Pair 3: SAME
Pair 4: DIFFERENT

If it was not clear to you that the pairs were “SAME” or “DIFFERENT” as in the 
list, or if it was not clear to you what the difference may have been, please ask to hear 
the demonstration as many times as you wish, and discuss the difference with the 
experimenter.
Practice pairs
Before you continue reading, you should be sure that you have understood the 
demonstration.

Now that you know what kind of difference we should like you to listen for, we will 
give a short practice run with words that are representative of those you will hear in the 
experiment, and we want you to say, after hearing each pair of words, either “SAME” 
or “DIFFERENT” depending on whether you thought the two words of the pair were 
identical (“SAME”) or not identical (“DIFFERENT”).

Do not worry about any difference, except the difference of pitch pattern between one 
word of a given pair and the other.

You will notice that the difference between the two members of a pair is much less 
than in the demonstration pairs. The same will be true during the experiment. We have to 
make the task difficult in order to obtain the results we need in our investigation and it is 
important that you realize there are no “right” or “wrong” answers. This is in no way a 
test. We are exploring the nature of human perception, and you are helping us.

In practice, and during the experiment, your part in the experiment consists of listening 
to many pairs of the same word, spoken by computer, and stating for each pair “SAME” 
if you think they were spoken identically, or “DIFFERENT” if you think there was some 
slight difference in the way they were spoken.

You must not be concerned about how many you hear as different or same. Just report 
what YOU hear.

IT IS YOUR OPINION WE ARE INTERESTED IN!

When you are ready, please tell the experimenter that you are ready to start. He will 
then give you the ten practice pairs just as if they were pairs in the experiment. After
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that, he will ask if you have any further questions, and the experiment will begin when 
you are ready.

Please clarify any points that are not clear to you by questioning the experimenter and 
then ask for the practice pairs.

THANK YOU.

Printed in Great Britain by Henry Ling lid, at the Dorset Press, Dorchester, Dorset


