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Abstract—One implicit purpose of writing software code is to

communicate ideas. Commenting source code helps explain these

ideas and provides background on the semantics of a program.

Yet, enabling students to acquire good commenting practices

remains difficult. Instructors can find it hard to meaningfully

discuss such practices in both introductory and advanced under-

graduate courses. Furthermore, comment grading is an imprecise,

labor-intensive procedure at best. But just what practices should

we be encouraging students to emulate?

To help address these issues (learning about professional code

commenting patterns and best practices, objectively grading

student comments), we developed the COMTOR tool as an

open source project and web service. COMTOR provides a

platform for helping assess source code documentation in an

objective, structured fashion. We conducted two experiments

using COMTOR: one that examines a set of popular open-source

Java code projects and one that measures a baseline of student-

generated code comments. The latter are based on three semesters

worth of data from two different undergraduate courses.

Our aim is to extract knowledge about the state of professional

practice in source code comments and how these properties vary

over the lifetime of a project. We can then begin to make

recommendations and communicate best practices (or a lack

thereof) to our students.

I. INTRODUCTION

For students, the process of documenting software is unlike
almost any other activity in the traditional Computer Science
undergraduate experience. The act of writing high quality
source code comments requires developing skills in clear,
concise technical writing and applying these skills in concert
with a deep understanding of both the practical and theoretical
underpinnings of a code modules and subroutines. Although
the design of algorithms and the use of a programming
language to encode them does require clear, disciplined, and
creative thinking, mathematical rigor almost always constrains
the expression of a solution. At the very least, this expression
is restricted to a language with unambiguous semantics and
highly structured syntax.

In contrast, source code comments offer a freedom of
expression that students can struggle to make full use of.
Source code comments can help describe a wide array of
software properties at a variety of abstraction levels. For
example, comments might indicate what the code can or
should do, what the history of a function or module is, what
the properties of certain data structures are, what error or
failure modes the code might have, what the implications of a
particular implementation trick are, any external interactions,

and assumptions the programmer may have made. Unfortu-
nately, teaching undergraduates to write good documentation
— particularly source code comments — presents an imposing
challenge for two tightly coupled reasons.
Learning Challenges From a learning perspective, students
can find it difficult to create good documentation because they
believe that the code is ultimately more important than the
prose explaining it, and they can struggle to gain an under-
standing of how such a construct might be evaluated by their
instructors, peers, or employer. Early programming courses
reinforce this attitude because assignments tend to focus on
basic ideas and first principles, and students (naturally) focus
more on learning the syntax of a language.
Evaluation Challenges Since comments possess a more
free-form nature than most constructs in traditional program-
ming languages, the process of grading or evaluating this type
of documentation requires a significant amount of manual
effort (despite the existence of schemes like Javadoc [1]–
[3]). Due to the freedom that students have in expressing
themselves and the reluctance of many students to spend time
on writing documentation (a goal that they can easily —
and understandably — view as secondary to constructing a
working solution), actually assessing comments can present a
monumental task for faculty, teaching assistants, tutors, and
graders, especially when dealing with large class sizes or
extensive assignments.

As a result, many grading efforts rely on only a cursory
examination of the presence or absence of certain key com-
menting practices (even if in-depth assessment is conducted,
the inherently manual nature of such activity almost ensures
that any such in-depth assessment is unsustainable beyond a
few exercises). Furthermore, almost no general tools exist for
helping students vet the quality of their own comments as a
form of active learning [4] — bringing us full circle back to
the learning challenge listed above.

A. Motivation
Comments supply an ongoing conversation between multi-

ple developers (or even a single developer over a period of
time) by explaining the logic expressed in the code itself.
Comments are often the most immediately intelligible part of
a module’s source to a non-developer or other non-technical
audience. As such, they serve an important role in the design,
maintenance, and use of software programs [5]. But how can
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we teach students to adopt and nurture practices and

skills that lead to the production of high quality software

documentation? From our experiences as Computer Science
educators and the anecdotal evidence of our colleagues, we
observe that this major need of students and their future
employers is not being met.

B. Contributions

Although many faculty members and software engineers
might argue that commenting is important, such skills are
rarely mature in undergraduates. One way to support their
skill development in this area is to provide them with tools
for assessing the quality of the comments they write. We
believe that comments and other documentation serve a vital
role in helping students engage with the practice of design and
continuous evaluation of their software.

We built an automated analysis tool called COMTOR
(COmment MenTOR). COMTOR helps to observe the evo-
lution of commenting practices across versions of a single
project and across projects. Applying COMTOR to both
student baseline code (i.e., code that students write for assign-
ments and labs in the absence of any specific training for code
commenting best practices) and to professional open-source
code can help show how wide the “gap” between industry and
academia is on this topic. Analysis of code using COMTOR
is one way to help students nurture good habits by getting
them to buy into evaluating their own code and making them
a partner in the process by giving them control over a feedback
process.

II. THE COMTOR SYSTEM

The primary mode of operation of COMTOR is aimed
at gathering and summarizing properties of source code
comments. COMTOR was designed to process source code
through a pipeline of analysis and reporting modules. We
chose to focus on analyzing comments in Java source code
because it serves as a relatively common language for use
in undergraduate programming courses, and it provides the
Javadoc [1], [3] convention for structuring comments and
automatically producing API documentation. We benefit from
the flexibility of the Javadoc interface by building some of
our analysis modules on Javadoc’s facilities for adding new
tags and other comment constructs. We used COMTOR as a
command line tool for the experiments this paper describes.

COMTOR currently includes these analysis modules:
1) Check for Tags (relies on the presence of Javadoc-style

comment tags [1]) – Searches the submitted source code
to evaluate whether all user-defined methods contain
the correct use of three core Javadoc tags (@return,
@param, and @throws).

2) Percentage Methods – Measures the percentage of meth-
ods in a class that are documented with a Javadoc
header; in essence, this module measures the “density”
of commented code.

Fig. 1. The COMTOR Architecture. COMTOR can be driven by the command
line or as part of a web service. Its main mode of operation is to take
a collection of packages and source files, run them through a series of
specialized doclets, and gather the output of each module.

3) Comment Average Ratio – Calculates the length of
documentation (in number of words) for all the methods
in a given class, and computes the average.

4) Spell Checking – The spelling of the words present in
source code comments is checked against a modified
version of the Linux words file as well as other dictio-
naries and word collections. This module automatically
incorporates symbols like method, variables, and class-
names.

5) Offensive Words – Checks comment bodies for the
presence of potentially offensive words and phrases.

6) Check Author – Profile the use and presence of the
@author Javadoc tag.

7) Pre- and Post- Conditions – COMTOR defines custom
@pre and @post tags.

Although many of these modules report on relatively simple
measures of comment properties, we believe that they provide
an objective basis for evaluating the quality of comments as
a whole. Indeed, we seek to provide a range of reporting on
many different features of comments: some dealing with the
quality of the actual prose and others dealing with how well the
comment describes the source code features associated with
it. While some modules are simplistic in nature, they help
to automate the process of a basic sanity check for grading
purposes – a widely appealing prospect to a number of faculty
doing this work currently “by hand.”

III. APPROACH

The main line of argument in this paper is that we as edu-
cators need to do a better job of teaching students professional
code commenting and documentation tactics and strategy —
but we need a real-world basis for our recommendations. So
what do “real world” code commenting practices look like?



Our best approximation is by looking at large, popular, widely-
used open source projects.

This section describes our research methodology and pro-
vides an overview of our experiments. The current focus is
twofold: (1) evaluating student code to get a sense of the “gap”
and (2) observing properties of established open-source code.
Although we are currently using COMTOR in the classroom
to assses its impact on student commenting practices, those
latter experiments are ongoing and not ready to be reported.

A. Student Baseline Code Experiment

We first use COMTOR on three semester’s worth of stu-
dent code from two different introductory computer science
courses. This student data was collected under conditions
that were not influenced by the presence of COMTOR; in
other words, students and instructors had no knowledge of
COMTOR and received no special guidance or encouragement
to alter their standard commenting or teaching practices. This
data is purely historical data from the past few years.

We gathered this data to serve as a baseline for comparison
with similar courses that did use COMTOR and to give us an
idea of the kinds of commenting practices communicated to
students early in the computer science undergraduate course
sequence. This paper focuses on this latter purpose. We
measured an Introduction to Programming course and a Data
Structures course; raw results are shown in Table I.

# of: CSC 220 CSC 230

Students 43 29
Projects 561 299
Classes 1395 951
Constructors 1460 1074
Methods 11599 4688
Fields 7168 3043
Commented methods 2170 2794
Correct spellings 15808 17233
Mispelled words 899 717
Offensive words 0 0

TABLE I
Using COMTOR on Student Baseline Code. AN OVERVIEW OF RUNNING
COMTOR ON BASELINE DATA: CODE FROM STUDENT PROJECTS AND

ASSIGNMENTS IN WHICH STUDENTS DID NOT USE COMTOR AND WERE
NOT EXPOSED TO ANY FORMAL COMMENTING BEST PRACTICES.

CSC 220 (Introduction to Programming) has nearly double
the students and projects, slightly more classes, double the
number of fields, and three times the number of methods
as CSC 230 (Data Structures). Nevertheless, the number of
methods commented is relatively the same. CSC 230 students
commented methods at a rate of about 50% while CSC
220 students commented less than 20% of the methods they
wrote. Most methods were lacking Javadoc-style tags. Overall,
these numbers and results are a stark illustration of the gap
between what we think students should learn and what they
pay attention to: for a skill that is not routinely tested or
evaluated, students simply do not put effort into it, and this
trend persists across multiple courses and semesters.

B. Jakarta Experiment Overview

We next seek to derive some characteristics of professional
source code documentation to inform best practices and rec-
ommendations to students. Focusing on such code helps us
calibrate our expectations about the types of properties and
comment quality we can expect COMTOR to pick up on,
in turn helping us to summarize and convey commenting
practices in the real world to our students.

We used COMTOR to assess a large amount of existing
open source Java code from the Apache Jakarta project (specif-
ically: POI, Oro, Maven, Tomcat, and Ant). These projects
represent a variety of software: a format parsing framework
(POI), a regular expression library (Oro), a network server
and execution container (Tomcat), a build management tool
(Maven), and a tool and scripting platform that performs
software builds (Ant). This experiment observed how comment
properties vary both within (i.e., from early to current versions
of a single software application) and across (i.e., between
different projects) this software collection.

The goal of this experiment is to provide an independent
calibration of COMTOR on non-student code and to help us
derive an assessment of existing best practices and pressures
on commenting practice in real-world code. Even though
we use relatively simple metrics, automated assessment of
even simple features provides value because it helps scale an
otherwise a manual task.

Version # classes # constructors # methods # fields

4.1.40 853 966 9640 5105
5.5.0 797 947 8979 4514
5.5.33 929 1092 10404 5717
6.0.0 1204 1392 12696 6721
6.0.18 1272 1470 13217 6891
6.0.33 1310 1512 13670 7178
7.0.0 1387 1595 13254 6983
7.0.2 1398 1607 13309 7001
7.0.4 1411 1618 13310 7013
7.0.5 1415 1620 13180 7071
7.0.6 1428 1627 13176 7072
7.0.8 1426 1626 13178 7088
7.0.10 1431 1630 13197 7085
7.0.11 1429 1628 13204 7076
7.0.12 1433 1621 13238 7112
7.0.14 1437 1626 13267 7133
7.0.16 1449 1637 13310 7139
7.0.19 1452 1642 13334 7166
7.0.20 1454 1644 13352 7175

TABLE III
Size of Tomcat Codebase. WE ALSO TESTED A NUMBER OF EARLIER
RELEASES IN THE 3, 4, AND 5 SERIES, BUT COMTOR COULD NOT

PROCESS SOME OF THEM WITHOUT REVERTING TO EARLIER VERSIONS OF
THE JAVA LANGUAGE; WE EXCLUDE THESE PARTIAL RESULTS.

C. Caveats and Limitations

One criticism of our approach and experiments is that we do
not process the semantics of the comments we find; we restrict
ourselves to coarse-grained measures of overall commenting
practice quality (e.g., density of comments, length/size of com-
ments, and a measure of misspelled words in those comments).



Version # classes # constructors # methods # fields % commented # mispelled # offensive words

1.6.0 895 963 7100 4102 79 1741 10
1.6.1 900 968 7191 4167 79 1757 10
1.6.2 926 1002 7380 4283 80 1403 10
1.6.3 962 1041 7652 4396 81 1420 10
1.6.4 962 1041 7653 4396 81 1420 10
1.6.5 962 1041 7656 4396 81 1421 10
1.7.0 1068 1200 8503 4893 88 1486 10
1.7.1 1079 1215 8691 5131 88 1451 10
1.8.0 1144 1313 9207 5410 86 1489 12
1.8.1 1145 1317 9226 5423 86 1488 12
1.8.2 1159 1337 9339 5485 85 1500 12
1.8.3 1161 1339 9376 5511 85 1499 12

TABLE II
Size of Ant Codebase. AN OVERVIEW OF THE “SIZE” OF THE ANT CODEBASE FROM RELEASE 1.6.0 TO 1.8.3 IN TERMS OF MAJOR CHARACTERISTICS

LIKE NUMBER OF CLASSES, CONSTRUCTORS, METHODS, AND FIELDS.

Version # classes # constructors # methods # fields % commented # mispelled # offensive words

1.5.0 285 547 2788 1399 63 544 3
1.5.1 290 552 3959 1415 62 555 3
2.0.0 370 724 4683 1848 61 809 3
2.5.1 445 840 4851 2669 59 868 3
3.0.0 510 826 7416 2869 59 937 3
3.5.0 920 1227 8643 4555 50 1494 5
3.7.0 994 1320 7956 4907 49 1605 5
3.8.0 1105 1457 8675 5232 49 1737 0

TABLE IV
POI Characteristics.

Version # classes # constructors # methods # fields % commented # mispelled # offensive words

2.0.0 62 92 314 271 59 140 0
2.0.1 62 92 318 273 59 139 0
2.0.2 62 92 322 293 59 143 0
2.0.3 62 92 324 303 59 144 0
2.0.4 62 92 325 305 59 146 0
2.0.5 62 92 326 306 59 146 0
2.0.6 62 92 328 306 59 148 0
2.0.7 62 92 329 306 60 152 0
2.0.8 65 96 332 312 55 147 0

TABLE V
ORO Characteristics.

We do not perform analysis that correlates the natural language
in the comments with the semantics of the code it describes.

In the graphs in Section IV, we mainly compared com-
menting density against the size of the codebase in terms
of methods; we did not perform an in-depth analysis of the
comments relating to fields and data members of classes. In ad-
dition, COMTOR only captures Javadoc-style comments (i.e.,
not those starting with a double slash or a slash-asterisk). Also,
code from Jakarta-based projects may not be representative of
all large-scale, widely-used Java code (and commenting prac-
tices). The commenting practices found within this software
may also differ from commenting practices in other languages
and projects (e.g., the Apache web server, the Linux kernel).

We note that the code we examine is professional code in
the sense that Jakarta is a large, well-known incubator of
mature and widely-used Java projects; many developers of
the software hosted by this organization are professional soft-

ware engineers contributing back to an open-source project.
However, this code is not proprietary software produced by
large software engineering firms, and may not represent code
organization and commenting disciplines adopted by such
organizations and companies (nevertheless, this code is pub-
licly available and allows others to reproduce our approach).
Finally, these projects are not representative of student code
in certain aspects — they are typically larger, reflect the input
of multiple people, and have a significant history.

IV. EVALUATION

This section discusses our measurement of the aforemen-
tioned Jakarta projects.

A. Results From Apache/Jakarta Code
We examined Ant versions from 1.6.x to 1.8.x. In this range

of releases, there appear to exist two significant changes in the
nature of the codebase: one from 1.6.5 to 1.7.x and again from



Fig. 2. Tomcat Comment Characteristics. The percentage of methods
commented declines from 65% to 53%. Average comment size (in words)
gradually decreases from 9 to 7. The existence of misspelled words increases
from 9% to 14%.

Fig. 3. POI Comment Characteristics. The percentage of methods com-
mented starts above 60% but declines below 50%, particularly as more code
is added in 3.5.0 and 3.7.0. The average size of each method comment (in
words) gradually decreases from a high of 8 to 5. The existence of misspelled
words increases to 20%.

1.7.x to 1.8.x. The density of commented methods increases
until the second change; at this point, it looks like the addition
of new methods either (1) didn’t warrant the addition of
new comments or (2) the developers did not keep up with
documentation efforts. Nevertheless, of the three projects we
examined, Ant has the best overall rate of commenting.

We performed a longitudinal study of Tomcat, covering a
sampling of versions 3, 4, 5, and 6 as well as all point revisions
of Tomcat 7. Tomcat had the largest codebase and maintained
a fairly steady rate of around 50% of all methods commented.

We processed seven POI versions from 1.5.x to 3.7.x. We
can see that the codebase generally increased in size, and
that the density of comment coverage of methods decreased.
Like other projects, the average comment size (in number of
words) hovers in the high single digits. As in other projects,
the percentage of misspelled words across all comments ranges
in the high teens.

Fig. 4. Project Code Density Clusters.

B. Cross-Project

Most of the projects have the percentage of methods com-
mented hover around 50% while Ant maintains a rate above
80%. We plotted the rate of change of a codebase size (in terms
of methods added) versus the rate of change in percentage
of methods commented as a way to depict how efficient
the developers for each project were in keeping up with the
addition of code. Figure 5 depicts this relationship and offers
one way to perform a comment analysis across comments.

In Figure 5, the horizontal axis depicts time by enumerating
releases; this axis does not depict real time, in that the first
versions of Ant, POI, and Tomcat that we measured (1.6.0,
1.5.0, and 4.1.20, respectively) did not occur simultaneously.
The vertical axis depicts the gain or loss in comment density
(in terms of number of methods). A value of zero on the
vertical axis means that the project “kept up” with the addition
of code; a positive value means that the developers actually
documented more than the number of methods that were
added, and a negative value means that developers documented
less than the number of methods added to the code.

V. PEDAGOGICAL USE

What did we learn about commenting best practices? What
can we tell our students?

In early releases of Ant, even as code size increases, the
percentage of methods commented increases, indicating that
developers actively generated more comment coverage. After
the shift to version 1.8.x, however, the percentage of methods
commented decreased slightly. This is a good lesson for
students: even in real-world code, large code changes can
dominate efforts to generate or keep documentation relevant.
Nevertheless, Ant seems to have a very high rate of documen-
tation compared to other projects (around 80% compared to
50% for other projects).

We also learn that most method header comments are pithy,
with an average of below ten words. This may be enough



Fig. 5. Impact of Code Size Changes on Comment Density. This graph displays a cross-project comparison of how changes to code base size affect the
density of comments. Both POI and Tomcat struggle with the addition of code but recover to maintain a balance. In contrast, Ant increased comment density,
even after adding code, with only a slight dip for another code increase. A value of zero on the vertical axis means that developers kept up with the addition
of code, negative values mean that added code remains uncommented, and positive values indicate that code beyond the new code was commented.

for a short, descriptive sentence, but hardly leaves room for
discussion of underlying semantics or failure modes (which
may partially be addressed by @throws clauses, @param
descriptions, and one-line comments sprinkled throughout the
method body).

Some project coding guidelines (e.g., the Linux kernel)
recommend not writing extensive comments; they adopt this
rational for several reasons, including (1) not “polluting” the
source code with a large amount of extra text to sort through
and (2) the perceived cost of keeping such comments up to
date and in sync with the code it describes.

While the type of data that COMTOR generates from
Jakarta code or student code is interesting from a soft-
ware engineering perspective, and can help drive home what
happens in the construction and maintenance of real-world
software, the potential for analysis of this type of data in the
classroom itself is quite large. For example, as Figure 5 shows,
this type of analysis can be usefully applied back into the
classroom to help analyze large, collaborative student projects
and progress. Open source projects provide large amounts of
data for analysis and visualization courses.

VI. CONCLUSION

This paper examines the design, development, and ap-
plication of our tool for evaluating source code comments.
Comments provide vital information about the semantics and
behavior of code, yet little progress has been made on ways
to help our students gain proficiency at writing high-quality
documentation. In this paper, we examined a preliminary step:
gathering information from open source projects about source

code comment properties. Such information can help form the
basis of advice, recommendations, and best practices for our
students. Through observations like this, students can learn to
balance the tradeoffs involved in spending time and effort to
document code.
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