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Motivation

3-DOF avatar



The Holy Grail?



Tool-Mediated Interaction

How many degrees of freedom do we need?



One Caveat



6-DOF Interaction

3-DOF
Position/Translation

6-DOF
+ Orientation/Rotation



Avatars for 6-DOF Haptics

3-DoF
Position/Translation

Render Force

6-DoF
+ Orientation/Rotation

+ Render Torque



Impedance-Controlled Device

position, orientation

force, torque



‣ Analogue to force field rendering

‣ Must consider multiple contacts in 
different positions for 6-DOF rendering

Direct Rendering



Forces on a Body

r1
r2

F1

F2

o

M1 = r1 ⇥ F1

M2 = r2 ⇥ F2

F =
X

i

Fi ⌧ =
X

i

MiOutput to Device:



Contact Model

For each contact, you will need

‣ The contact position on the tool,

‣ and one of

- a force vector  
(magnitude + direction), or

- a contact normal and  
penetration depth

n̂

d

F = kpdn̂



Demo



Properties of Direct Rendering

number of intersection points adjacent to the bor-
der point p is given by k. Finally, the penetration
direction r̂(p) of a border point is computed as a
weighted average of the surface normals

r̂(p) =

!k
i=1(ω(xi,p) · ni)
!k

i=1 ω(xi,p)
(3)

and the normalized penetration direction r(p) is ob-
tained as

r(p) =
r̂(p)

∥r̂(p)∥
. (4)

At the end of the third stage, consistent penetra-
tion depths and directions have been computed for
all border points (see Fig. 5). In contrast to exist-
ing penetration depth approaches that consider only
one distance, the weighted averaging of distances
and directions provides a continuous behavior of the
penetration depth function for small displacements
of colliding points and for colliding points that are
adjacent to each other. Non-plausible penetration
directions due to the surface discretization of the
penetrated object are avoided.

3.5 Propagation

Based on the computed penetration depth informa-
tion for border points, the fourth stage propagates
the information to all other colliding points that are
not border points (see Fig. 6). This is in contrast to
existing penetration depth approaches that compute
the penetration depth for all points independently.
The idea of the propagation scheme is to avoid non-
plausible penetration depths in case of large pene-
trations.

Figure 6: Stage 4 propagates the penetration depth
and direction to all colliding points that are not bor-
der points.

The propagation is an iterative process that con-
sists of the following two steps: First, the current
border points are marked as processed points. Sec-
ond, a new set of border points is identified from
all colliding points that are adjacent to one or more
processed points. The iteration is aborted, if no new
border points are found. Otherwise, the penetra-
tion depth and direction for the new border points is
computed based on the information available from
all adjacent processed points.
Similar to the method described in Sec. 3.4, a

weighting function is used to compute the influence
µ(pj ,p) of an adjacent processed point pj on a
border point p:

µ(pj , p) =
1

∥pj − p∥
2 . (5)

Based on the influences µ(pj ,p), the penetration
depth d(p) of a border point p is computed as:

d(p) =
!l

j=1(µ(pj , p) · ((pj − p) · r(pj) + d(pj)))
!l

j=1 µ(pj ,p)

with r(pj) denoting the normalized penetration di-
rection of the processed point pj and d(pj) denot-
ing its penetration depth. The number of processed
points adjacent to the border point p is given by l.

Figure 7: The algorithm computes consistent pene-
tration depths and directions for all colliding points.

Finally, the penetration direction r̂(p) is com-
puted as a weighted average of the penetration di-
rection of the processed points adjacent to the bor-
der point as

r̂(p) =

!l
i=1 µjrj

!l
i=1 µj

. (6)
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What are the advantages and disadvantages?
[From B. Heidelberger et al., Vision Modeling and Visualization, 2004.]



Direct Rendering Summary

‣ Advantages

- Easy to implement

- Free space feels like free space

‣ Limitations

- Object interpenetration

- Pop-through

- Force discontinuities

- Unbounded stiffness!



Proxy-Based Rendering



ever, is that it has considered only high impedances, not 
low. While additional physical damping allows higher 
impedances to be implemented, it also increases the 
impedance of the haptic display. For the implementation 
shown in Figure 4, the minimum impedance is that of the 
display, unless negative gains are used. This, however, is 
precisely the solution: negative virtual damping may be 
used to compensate for the effect of physical damping in 
the region outside the wall. In fact, since K = 0, one may 
select B = -b, resulting in zero net damping (although this 
is borderline passive, and perfect cancellation is difficult to 
achieve in practice). 

In summary, even the simplest version of a unilateral 
constraint demands careful attention to haptic display de- 
sign as well as selection of simulation parameters. To 
achieve high impedances, it is important that the display 
incorporate physical dampers. To achieve low impe- 
dances, the effect of this damping must be compensated 
(this can be done with negative virtual damping, as 
described above, or by directly measuring the drag torque 
of the damper, and using this signal in a damping cancel- 
lation loop). 

4. Robust Display of Complex 
Environments 

Consider now the haptic display of a rigid tool inter- 
acting with a rigid environment (e.g., placing a wrench on 
a nut). This interaction is characterized by multiple uni- 
lateral constraints. The question arises: how can such a 
simulation be designed to ensure a suitable Z-width? One 
obvious approach is to model each unilateral constraint as 
a spring-damper, and select the stiffness and damping coef- 
ficients to be as large as possible without compromising 
passivity. Because the number of parameters is now quite 
large, and the system quite nonlinear, an analytical result 
is not feasible. Therefore, it will probably be necessary to 
use a trial-and-error approach to find appropriate values. 
This is precisely the manner in which most virtual envi- 
ronment simulations for haptic display are currently de- 
signed. Yet, even beyond its ad hoc and time-consuming 
nature, there are problems with this approach. 

The most important problem is that it neglects the 
crucial role of geometry in determining apparent 
impedance. Consider the example shown in Figure 5, of a 
rigid peg placed in a rigid hole. Suppose that a shearing 
force is applied to the top of the peg. The apparent stiff- 
ness may be quite high when the peg is deeply seated, and 
quite low when the peg barely enters the hole, despite a 
consistent selection of unilateral constraint stiffness. A 
more sophisticated treatment of unilateral constraints is 
needed. 

The approach proposed here has the advantage that it 
guarantees passivity and the same Z-width as the virtual 
wall without requiring a trial-and-error search through a 
large parameter space. It also handles the geometric mod- 
ulation of impedance described above in a natural way. 

Figure 5. The stiffness felt at the tip of the 
peg depends on geometry, not just kinematic 
constraint. 

The basic idea is illustrated in Figure 6.  'There are two 
key elements: one, the tool and environm.ent are simu- 
lated by some method that is guaranteed to be discrete 
time passive, or nearly so; two, the handle of the virtual 
tool is connected to the handle of the haptic display via a 
multi-dimensional coupling consisting of stiffness and 
damping. The model of this coupling is strongly remi- 
niscent of the virtual wall model. 

"Virtual Coupling" 

/ 

haptic display .Passive 
Tool Simulation 

Figure 6. Conceptualization of proiposed haptic 
display and simulation structure 

It is important to understand that, whereas our ulti- 
mate goal is to ensure the passivity of the sampled data 
system consisting of the haptic display ;and simulation, 
this method requires something different, that the simula- 
tion be a discrete time passive system. This is important, 
because ensuring discrete time passivity is much more 
straightforward than ensuring sampled data passivity. To 
ensure discrete time passivity, one need only begin with a 
continuous time model which is passive, and discretize it 
using a backwards difference method. Although the result- 
ing numerical integration may have certain undesirable 
properties (e.g., implicit equations, poor accuracy), there 
will be no need for a parameter search to guarantee passiv- 
ity. 

It is important to understand how this approach does, 
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[From J. E. Colgate et al., Proc. IEEE/RSJ IROS, 1995.]



Figure 7. Dynamic model based on virtual coupling.

This 6-DOF spring makes the dynamic object tend to acquire
the same position and orientation of the virtual haptic handle,
assuming that the two objects are initially registered in some man-
ner, e.g., with the center of the handle located at the dynamic
object’s center of mass and the handle’s main axis aligned with
one of the dynamic object’s principal axes. The virtual object is
assigned mass properties, which are reflected at the haptic inter-
face as apparent mass that is added to the haptic device’s intrinsic
inertia. We operated at a small reflected mass of 12 g. The force
and torque equations used here are:

where
,  = spring translational stiffness and viscosity

,  = spring rotational stiffness and viscosity

 = equivalent-axis angle (including axis direction)

,  = dynamic object’s relative linear and angular velocity.

Spring stiffness is set to a reasonably high value that is still
comfortably consistent with stable numerical behavior at the
known time sampling rate. Stiffness and viscosity are straightfor-
wardly related to obtain critically damped behavior. A limitation
of this simple formalism is that it is only valid for a dynamic
object having equal moments of inertia in every direction, such as
a sphere of uniform mass density. Since we were not interested in
reflected moments of inertia, and indeed sought to minimize them,
this was an acceptable limitation. It represents an implicit con-
straint on the virtual object’s mass density distribution but not on
its geometrical shape.

5.2 Virtual Stiffness Considerations
When the virtual object is in resting contact with the half-voxel-

deep force field described by stiffness , we want to prevent the
user from stretching the spring so far as to overcome the force field
and drag the dynamic object through it. The spring force is
clamped to its value at a displacement of s/2, where s is the voxel
size. In the worst case, this contact force is entirely due to a single
point-voxel interaction, which therefore determines an upper limit
on the spring force. This can be viewed as a modification of the
god-object concept [25], in which the god-object is allowed to
penetrate a surface by up to a half voxel instead of being analyti-
cally constrained to that surface.

Whenever many point-voxel intersections occur simultaneously,
the net stiffness may become so large as to provoke haptic instabil-
ities associated with fixed-time-step numerical integration. To
cope with this problem, we replace the vector sum of all point-
voxel forces by their average, i.e., divide the total force by the cur-
rent number of point-voxel intersections, N. This introduces force
discontinuities as N varies with time, especially for small values of
N, which degrades haptic stability. We mitigate this side effect by
deferring the averaging process until N = 10 is reached:

 if

 if

and similarly for torque. is adjusted to assure reasonably sta-
ble numerical integration for the fixed time step and at least 10
simultaneous point-voxel intersections. While this heuristic leads
to relatively satisfactory results, we are investigating a hybrid of
constraint-based and penalty-based approaches that formally
address both the high-stiffness problem and its dual of low stiff-
ness but high mechanical advantage. Forcing an object into a nar-
row wedge-shaped cavity is an example of the latter problem.

Dynamic simulation is subject to the well studied problem of
non-passivity, which might be defined as the unintended genera-
tion of excessive virtual energy [2,10]. In a haptic system, non-
passivity manifests itself as distracting forces and motions (nota-
bly, vibrations) with no apparent basis in the virtual scenario. Non-
passivity is inherent in the use of time-sampled penalty forces and
in the force discontinuity that is likely to occur whenever a point
crosses a voxel boundary. Another potential source of non-passiv-
ity is insufficient physical damping in the haptic device [10]. Even
a relatively passive dynamic simulation may become highly non-
passive when placed in closed-loop interaction with a haptic
device, depending on various details of the haptic device’s design,
its current kinematic posture, and even the user’s motion behavior.

The most direct way to control non-passivity is to operate at the
highest possible force-torque update rate supported by the haptic
device, which for our work was the relatively high value of 1000
Hz. We also investigated the technique of computationally detect-
ing and dissipating excessive virtual energy. While this had some
success, it was eventually replaced by the simpler technique of
empirically determining the largest value of consistent with
stable operation over the entire workspace of the haptic device. As
a further refinement, we discovered some residual instability in the
dynamic object when it lies in free space. Whenever that occurs,
therefore, we apply zero force and torque to the haptic device
(overriding any non-zero spring values). A free-space configura-
tion is trivially detected as every point of the dynamic object inter-
secting a free-space voxel of the environment.

5.3 Pre-Contact Braking Force
The treatment of spring-force clamping in section 5.2 ignored

the fact that the dynamic object’s momentum may induce deeper
instantaneous point-voxel penetration than is possible under rest-
ing contact, thereby overcoming the force field. Currently, we do
not attempt to avoid this outcome in every instance. Instead, we
generate a force in the proximity voxel layer that acts to reduce the
point’s velocity, called the pre-contact braking force. In order to
avoid a surface stickiness effect, the force must only act when the
point is approaching contact, not receding from a prior contact. To
determine whether the point is approaching or receding, consult its
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6-DOF Virtual Coupling

[From W. A. McNeely et al., Proc. SIGGRAPH, 1999.]

‣ Translational and 
rotational spring/
damper coupling

- Force proportional to 
displacement

- Torque proportional to 
orientation difference

‣ Virtual walls again!



Proxy Simulation in 3-DOF

avatar

surface

device



Proxy Simulation in 6-DOF

???

avatar

surface

device
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Proxy Simulation

F

τ

surface



Soft Constraints

F1 = k�x1

F2 = k�x2

Fnet =
nX

i

Fi + Fvc



Proxy Motion

Fnet =
nX

i

Fi + Fvc

‣Numerically integrate 
the ODE over time to 
obtain x, the position 
of the avatar:

‣Do the same with 
moments to obtain 
orientation

mẍ = Fnet

F1 = k�x1

F2 = k�x2



Potential Problems?

Fvc = kvc �x
m



Quasi-Static Equilibrium

surface
avatar

Fc

FvcFnet



Quasi-Static Equilibrium

surface

Fc

Fvc

Fnet



Quasi-Static Equilibrium

surface

Fc

Fvc
Fnet = 0



Quasi-Static Proxy Motion

‣ Solve directly for the 
position x for which 
the net force acting on 
the proxy is zero:

‣Do the same with 
orientation to obtain 
net moment of zero

nX

i

k�xi + kvc �xvc = 0

Fnet =
nX

i

Fi + Fvc

F1 = k�x1

F2 = k�x2



Still Problems?

avatar



Hard Constraints

n̂1

n̂2

r1

r2

a ⌘ (~a, ~↵)

~a · n̂+ ~↵ · (r⇥ n̂) � 0

Generalized acceleration:

Non-penetration constraint:



?

Proxy Simulation

F

τ



Solve for Contact Forces

n̂1

n̂2

r1

r2

Find fi which satisfy:

With condition:

F1 = f1n̂1

F2 = f2n̂2

ai = ~a · n̂i + ~↵ · (ri ⇥ n̂i) � 0

fiai = 0



Solve for Contact Forces

‣ Write motion of contact points as:

‣ Express conditions in matrix form:

‣ Solve linear complementarity problem for f

‣ Integrate ODE to obtain position as before

[From D. Baraff, Proc. SIGGRAPH, 1994.]

a = Af + b

Af + b � 0, f � 0 and fT (Af + b) = 0



Solve Directly for Motion

device

surface

F, τ

n̂1

r1



Gauss’ Principle

‣ The proxy’s constrained motion is that 
which minimizes the acceleration energy:

‣ Subject to the contact constraints:

‣ Solution can be obtained via quadratic 
programming or point projection

ac = argmin
a

1
2 (F�Ma)T M�1 (F�Ma)

Jc a � 0

[From S. Redon et al., Proc. IEEE Intl. Conf. on Robotics and Automation, 2002.]



Solve Directly for Motion

device

surface
F, τ

n̂1

r1



Proxy Rendering Taxonomy

Soft 
Constraints

Hard 
Constraints

Massless 
Proxy

Quasi-Static 
Equilibrium

Distance 
Minimization

Proxy with 
Mass

Penalty-Based 
Dynamics

Constrained 
Dynamics

[Adapted from M. A. Otaduy et al., Proceedings of the IEEE, 2013.]



Soft vs. Hard Constraints

n̂1

n̂2

r1

r2

~a · n̂+ ~↵ · (r⇥ n̂) � 0

F1 = k�x1

F2 = k�x2

Fnet =
nX

i

Fi + Fvc



Proxy With vs. Without Mass

Fc

Fvc
Fnet = 0

Fvc = kvc �x
m

mẍ = Fnet

nX

i

k�xi + kvc �xvc = 0



Demo



Summary

‣ Motivation for 6-DOF haptic rendering

‣ Direct rendering

- Like force fields: not very good!

‣ Proxy-based rendering

- Taxonomy of proxy-based methods

‣ Next Week:

- Study examples of 6-DOF rendering methods


